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SCIENCE AS
PAT T E R N S E A R C H I N G
Searching patterns in data
forms the core of modern
science. e.g.
• Atomic spectra
• Genome sequencing
• Planetary motion

PROGRESS IN MODERN SCIENCE

1. Data Collection
2. Pattern Recognition
3. Interpretation
4. Prediction

D ATA C O L L E C T I O N
• The basis of science is

gathering data from
experiments/observations.
• Tycho Brahe had measured the

positions of planets almost
every night for 20 years.
• The data showed some certain

patterns in the path of the
planets (e.g. see the Mars path
here).

PAT T E R N R E C O G N I T I O N
• After collecting the data, the next

challenge was to make sense out of it.
• The large amount of data

accumulated by Tycho (big data!)
allowed his assistant and his successor
Johannes Kepler (1571-1630) to write
down his three Kepler's laws.
• These laws beautifully describe the

planetary motion in three simple
mathematical statements.
• They are called empirical model

because it is a pure description of
planetary motion without saying
anything on why they move in such a
way.

PAT T E R N R E C O G N I T I O N
• The Kepler's first law states that the

orbits of the planets around the
Sun are ellipses with the Sun at one
focus.

• The Kepler's second law states that

a line from a planet to the Sun
sweeps over equal areas in equal
intervals of time.

• The Kepler's third law states that the

square of a planet's orbital period is
proportional to the cube of its
average distance from the Sun.

I N T E R P R E TAT I O N
• Kepler did not know the

reasons behind his three laws.
He just deduced them from the
observation data. Issac Newton
(1642-1727) provided the
theoretical basis.
• He wrote down the universal

law of gravitation from which
the Kepler’s empirical laws can
be deduced.

F = G M1 M2 / r2

PREDICTION
• Irregularities of the orbit of Uranus led to

speculation for the existence of perturbing
body.
• Given an initial position of the hypothesized

body Bode’s law (unjustified), the orbital
motion of Uranus was calculated which was
then compared with the observed data.

John Couch Adams

• The properties of the perturbing body was

adjusted so as to minimize the predicted
path and the observed path. This is in fact a
procedure of regression.

Urbain Le Verrier

• The perturbing body, Neptune, was

“discovered” on 24 September 1846 within
1 degree from its predicted position.

Johann Gottfried Galle

CHALLENGE OF CERES
• Suggested by the curious pattern

from Bode’s law, dwarf planet Cere
was discovered by Giuseppe Piazzi
on 1 January 1801.
• However, it was lost in sight after

41 days as its light vanished in the
rays of the Sun.
• Only 22 observations had been

made as it traversed the sky for 9
degree in these 41 days.
• The challenge was to track its path

by using this limited data and
caught it back when it re-emerged.

CHALLENGE OF CERES
• Carl Friedrich Gauss (aka Prince of

Mathematics) took the challenge.

• A orbit is generally characterized by five

parameters (e.g. orbital period,
eccentricity..etc.) plus its location at one
specific time.

• Without any hypothetical assumptions,

Gauss (only 24 years old!) predicted the
location of Ceres by the calculation that
involved the method of least square.

• These predictions led Franz Xaver von

Zach to relocate Ceres on 31 December
1801.

THE METHOD OF LEAST SQUARES
• Adrien-Marie Legendre was the first to

make the discovery of this method public
for determining the orbits of comets
(1805).

• Gauss connected the least square method

and probability theory in 1809 (He claimed
that he had this idea since 1795).

• Gauss and Legendre were both credited

for the discovery of method of least
squares which provides the backbone for
regression.

• It enables investigation for the relation

between variables in the presence of
measurement errors.

C L A S S I F I C AT I O N O F S TA R S
• Different stars have different colors and

brightness.

• To precisely describe the color of a star,

we specify the spectrum of the star.

• If the peak of a spectrum is at the red light

region, the star will appear to be red. The
spectrum of a blackbody only depends on
the temperature of the object.

• Hotter objects also radiate more energy per

unit area than cooler objects.
• Therefore, the color of a star is mainly

determined by its surface temperature, but
its luminosity (energy radiated per unit time)
is determined both by its surface
temperature and the surface area.

STELLAR LINE SPECTRA
• Not all spectra are black body spectra. As

explained by this figure, gas in low
pressure and low density will alter the
light that passes through it. It is because
the gas will absorb light at some
particular wavelengths and re-radiate it in
random directions.

• Thus, after passing through the low

pressure gas, the spectrum of the original
white light will have dark lines, called
absorption lines. In the other direction,
we will see the emission lines of the gas.

• Since different gas has different set of

lines, we can tell which kind of gas it is by
analyzing the line spectrum.

H A R VA R D C O M P U T E R S
• In late 19th century to early

20th century, Harvard
College Observatory hired a
group of women (known as
“computers”) for analyzing
the astronomical data.
• Annie Jump Cannon was

dedicated in analyzing the
stellar spectra and classified
hundreds of thousands of
spectra.

Surface Temperature

C L A S S I F I C AT I O N O F S T E L L A R S P E C T R A

HERTZSPRUNG-RUSSELL (H-R) DIAGRAM
• Luminosity and surface temperature/

spectral class form a 2-D feature space
for better classifying stars. This is know
as H-R diagram.

• The stars lie along the diagonal from the

upper left to the lower right are the main
sequence stars.

• Stars at the upper right corner have low

surface temperature, hence low energy
output per area, but still high luminosity.
So, stars in this region are physically very
large. We call them giants.

• On the other hand, stars at the lower left

are physically very small, we call them
dwarfs.

• This is a simple classification model for

studying stellar evolution.

WHY MODERN ASTRONOMY NEED
MACHINE LEARNING?
• Data volume (from different sky survey)
• Complexity (e.g. objects can be characterized by many

parameters)

• Limitation of current knowledge (on newly-emerged

field e.g. gamma-ray astronomy, gravitational wave)

• Searches for “hidden” patterns

W H AT M A C H I N E L E A R N I N G C A N D O ?
• Supervised Learning
• Classification
• Regression
• Unsupervised Learning
• Clustering
• Principal Component Analysis

ROLE OF MACHINE LEARNING IN
MODERN ASTRONOMY
• Data mining (the 4th paradigm of astronomy)
• Classification (classifying objects in multi-dimensional

feature space)
• Detection (searching for events with low S/N ratios such as

gravitational waves)
• Regression (searching for relations between different

observed variables, parameter estimation)
• Clustering (searching for hidden pattern, anomaly detection)

D ATA M I N I N G I N G A M M A - R AY S K Y
• Fermi Gamma-ray Space

Telescope scans the whole
sky every ~3 hours. And the
data are kept accumulating.

• > 5000 sources have been

detected so far.

• The nature of ~1300 are

unknown. These unidentified
sources provide a fertile
ground for treasure hunting.

• Question: How to pick the

sources that fit your interest?

D ATA M I N I N G I N G A M M A - R AY S K Y
• Possible Answer: Build a

classification model with the sources
of confirmed nature (i.e. training
data) by supervised learning.
• By predicting the nature of

unidentified sources with this model,
we pick some promising candidates.
• Human investigators can focus on

this short-listed candidates to
pinpoint their nature.
• There are ~100 features (e.g. fluxes,

coordinates,….) for each source.
How to select the “good” features
for building the model? (COME
BACK LATER)

(Hui+ 2019)

D ATA M I N I N G I N G A M M A - R AY S K Y
(Hui+ 2019)
2MASS

XMM-Newton

0.3 arcmin

e.g. Discovery of a rare gamma-ray emitting globular cluster, which
can house a hidden population of pulsars, from a previously
unidentified gamma-ray source selected by our trained model.
Combining the power of machine learning and traditional
astronomical analysis by human investigators.

C L A S S I F I C AT I O N O F G A L A X I E S

• Galaxies can be classified according to their morphologies.
• Morphology is a powerful probe for the formation and evolution of a galaxy.
• Automatic classification of images of galaxies still difficult to out-perform visual

inspection by human.

• However, the large number of images from sky survey (e.g. > 105 from SDSS) make

it impossible to inspect them visually by individual astronomers.

WISDOM OF THE CROWD
• Galaxy Zoo is crowdsourcing

project, where users are asked to
classify the image by answering a
set of questions which form a
decision tree (Willet+ 2013).

• Different observers may classify

the same object differently. By
pooling the classifications of
many many people together (e.g.
16 million classifications for
304122 galaxies), one can counter
the subjectivity of individuals
involved in galaxy classification.
This is the wisdom of the crowd.

• Well, this is NOT machine

learning. But it provides training
data for developing an automatic
classification model.

2014 KAGGLE COMPETITION
• The goal of this competition to predict how

the Galaxy Zoo users classify the images of
galaxies. The winner Sander Dieleman used
a deep learning code to predict Galaxy Zoo
images with the highest accuracy (>99%).
• When many users have classified the same

image, their answers can be aggregated
into a set of probabilities for each answer.
• Dieleman’s code predicts these probabilities

from the images that shown to the users.
• This turns a classification problem into

regression problem. Instead of determining
which classes the galaxies belong to, it
predicts the probabilities (i.e. the fraction
people who would classify them as such).

(Dieleman+ 2015)

CONVOLUTIONAL NEURAL NETWORK
• The architecture of the

Dieleman’s model is based on
Convolutional Neural Network
(CNN) which has shown to have
outstanding performance in
image-associated tasks.
• Four main operations in a CNN,

1. Convolution (Feature extraction)
2. Non-linearity operation (e.g.
ReLU)
3. Pooling (Down-sampling)
4. Fully-connected layers (lead to
prediction outputs)

EXPLOITING SYMMETRY
• For images of galaxies, rotating

images should not affect its
classification (i.e. rotation
invariant).They are also scale,
reflectional and translational invariant.
• All these invariances can be exploited

to data augmentation - creating new
training data by perturbing existing
data points.
• All these training data have the same

topological structures. Processing
them by the same convolutional
architecture improves parameter
sharing. Neurons correspond to the
same features are triggered at
different scenario. And hence, less
overfitting and better generalization.
(Dieleman+ 2015)

PREDICTIONS

• 37 outputs are predicted weighted probabilities pk̂ .
• The predictive performance of a model was determined by computing the root-mean-

square error (RMSE) between predictions on the evaluation set and the corresponding
crowdsourced probabilities pk .

e( pk̂ , pk) =

37

∑
k=1

( pk̂ − pk)2

• Back-propagation is used to adjust all the filter and model parameters to minimize RMSE.

Difficult to predict

Easier to predict

(Dieleman+ 2015)

G R A V I TAT I O N A L W A V E
Gravitational waves (GWs) are 'ripples' in
space-time caused by some of the most
violent and energetic processes in the
Universe.
Albert Einstein predicted the existence of
gravitational waves in 1916 in his general
theory of relativity. He showed that massive
accelerating objects (such as neutron stars
or black holes orbiting each other) would
disrupt space-time in such a way that
'waves' of distorted space -time would
radiate from the source.
Furthermore, these ripples would travel at
the speed of light through the Universe,
carrying with them information about their
cataclysmic origins, as well as clues to the
nature of gravity itself.

D E T E C T I N G O F G R A V I TAT I O N A L W A V E
FROM BLACK HOLE MERGERS
Gravitational waves stretch and squeeze
the fabric of space and time on very
minuscule scales; visually exaggerating
these effects reveals how Earth is
squeezed and stretched. Gravitational
waves are generated when massive
objects, such as pairs of black holes,
accelerate through space and time.
Gravitational wave detectors (e.g. LIGO)
were able to measure the stretching and
squeezing of space -- caused by the
passage of these gravitational waves -with a precision equivalent to 1/1000th
the diameter of a proton. That's like
measuring the distance to the nearest
star down to a precision level of just a
fraction of the thickness of a human hair.

FIRST BLACK HOLE MERGER - GW150914

On September 14, 2015, LIGO observed gravitational waves from the
merger of two black holes, each about 30 times the mass of our sun. The
incredibly powerful event, which released 50 times more energy than all
the stars in the observable universe, lasted only fractions of a second.

M AT C H E D F I LT E R I N G

A signal at 1126259462.42s with SNR 19.1247029698 is found.

• Matched filtering is an established way for detecting GW signal.

Matched filter can be obtain by correlating a template (with
assumed properties for the binary) with an unknown time series
to detect the presence of the template in the signal.

CHALLENGE OF DETECTING GW
• The original data are seriously

contaminated with different kind of
noises. The GW event can only be
recognized after removing/
supressing these bg signals, and
that’s why the matched filtering also
needs to consider the whitening
time series with bandpassing.

• The time series can also be

contaminated by non-cosmic noise
known as glitches. Even from a
whitened time series of a strong
SNR, we can see the amplitude of
imposed noise is still much stronger
than the signal we want to detect.

• Recognizing and classifying the

glitches can facilitate their removal
from the detector.

C L A S S I F I C AT I O N O F G L I T C H E S
• Gravity Spy is another crowdsourcing

project for the participants to classify
glitches by treating the spectrogram
data as images.
• The problem is there is only a

relatively small sample of labeled data
• CNN has been utilized to classify

them with transfer learning
incorporated.
• Using the large data set of images

with wide diversity, e.g. ImageNet, to
train the network. Then modifying the
final layer based on the number of
required classes and then fine-tuning
the parameters on the original data

APPROACH TO REAL-TIME DETECTION

• While the training stage is computationally expensive, once the preparation is done, the

execution time on the input data can be short. This makes the real-time detection become
feasible.

• The detection pipeline can be built by two networks: one for classification (signal or noise), and

one for regression (parameter estimation).

OVERVIEW OF SUPERVISED MACHINE
LEARNING TECHNIQUES

• Algorithms
• Feature Engineering and Selection
• Performance Evaluations

ALGORITHMS
1. Supervised Learning (Main focus in this workshop)
• e.g. Logistic Regression

Support Vector Machine
K-nearest Neighbors
Artificial Neural Network
Decision Tree
Random Forest
2. Unsupervised Learning (Utilizing the topological structure of the data without
using any training data). (Come back to this if we have time)
• e.g. K-means clustering

Gaussian Mixture Model

BASIC WORKFLOW OF SUPERVISED LEARNING

LOGISTIC REGRESSION
• Computationally simple
• Scalable for large data set
• Work for linearly-separable data.
• Find a decision boundary, which is a

hyperplane, for splitting the data into
the target classes by tuning the
model parameter(s).

• Such linear boundary that separates

different classes is known as linear
discriminant.

• Performance degrades when the

required decision boundary is nonlinear.

Linear Decision Boundary

Non-Linear Decision Boundary

SUPPORT VECTOR MACHINE
• For determining the decision boundary (i.e. hyperplane), one

attempt to find the maximum distance between the plane the
data points.
• Such data points are known as support vector.
• The algorithm on its own is linear. But it can employ a

technique known as kernel trick in order to fit non-linear data.
• Kernel is a mathematical construct that can wrap the original

feature space.
• The algorithm can then find a linear boundary in this wrapped

space. When it is transformed back to the original space, a
non-linear boundary is resulted.

K-NEAREST NEIGHBORS
• A simple non-linear method
• When making predictions on new data

point, the algorithm finds the closest
known record in the feature space and
assigns that class to the new data
point. This is 1-nearest neighbor
classifier.

• Usually you will use a few more

neighbors (3, 5, 9) and pick the class
that’s most common among neighbors.
(Why odd number is used?)

• Fast training, slow prediction

(computing distance and searching for
the nearby neighbors).

• Can be used for regression as well.

ARTIFICIAL NEURAL NETWORK
• Inspired by the neural networks that

constitute the human brain.

• Flexible non-linear structure
• A basic neural network consists of an input

layer, output layer and several hidden layers.

• Except for those in input layer, each neuron is

a linear combination of the neurons in the
previous layer, followed by an application of
non-linear activation function ( f1 and f2 in
this figure), e.g. ReLU

• The input data vector x0 ⃗ are propagated from

the input layer through the hidden layers, to
output layer where a prediction x3 ⃗ is made.

• The model parameters are contained in the

weight matrix W1, W2 and Wo in this figure,
which are optimized via back-propagation.

x3 ⃗ = Wo f2(W2 f1(W1 x0 ⃗))

DECISION TREE
• A method has a structure of top-down tree-like

graph.

• A decision tree is a set of consecutive nodes

with each node represents a condition on one
feature in the dataset.

• The decision thresholds at each node are

determined through training.

• The training process starts with the entire

training data in the highest node of the tree
which is known as the root.

• At each level, the algorithm searches for the

feature and the threshold that best separating
different classes. This assigns importance ranks
for the features.

• The lowest nodes in a tree are called leaves.

Each leaf carries the assigned label of a
particular path in th tree.

• Suffering from the problem of overfitting (The

top levels of the tree have large impact on the
answer.)

A decision tree to distinguish stars
from galaxies (Vasconcellos et al. 2011)

RANDOM FOREST
• An ensemble method which is a

collection of many decision tree.
Different trees are trained on different
randomly selected subsets of the
original training data with replacement.
This approach is known as Bagging.

• During the training of individual tree,

random subsets of the features are
used to construct the conditions in
individual nodes.

• The prediction of random forest is an

aggregation of the predictions of
individual trees in the forest.

• Overcome the problem of overfitting of

a single decision tree.

• One of the most popular machine

learning algorithms in astronomy.

S O M E C O N C E R N S O F A P P LY I N G
MACHINE TECHNIQUES IN ASTRONOMY

• Selection Effects
• Interpretability
• Choice of Algorithm

SELECTION EFFECTS
• Training/Test sets are randomly selected from detected object.
• One important concern: Can a ML model build by a training set

of old data be used to make predictions on new data?

• In astronomy, there can be selection effects in detected/

identified sources (e.g. brighter, more prominent characteristics)

• Such selection effects can introduce biases in the feature space

of the training data.

• Covariate-Shift Problem:

Ptr(class | x) = Ptest(class | x)
and
Ptr(x) ≠ Ptest(x)

I N T E R P R E TA B I L I T Y
• Many users take machine learning as black boxes.
• Ask yourself: Do you just want what is predicted by

the model? OR Do you want to know why such
prediction is made?

• In astronomy, we always want to understand what

features give defining characteristics of a particular
class of object and why. This is particularly
interesting for newly-emerged/poorly-known
classes (e.g. Fast radio bursts, gravitational waves…
)

• An interpretable model has a number of

advantages: e.g.:

1. Robustness
2. Ease for trouble-shooting
3. Provide insights that can potentially lead to new
discovery

CHOICE OF ALGORITHM
• The model performance based on a particular algorithm can vary with

different data sets.

• Different algorithms also have different performance on a given data set.
• It worths some effort to explore which algorithm can give rise to a better

performance on a given problem.

• A basic understand of how a algorithm or ML architecture work is

important for choose an appropriate framework to start.

• e.g. While CNN works well for the problem with images, it may not have

optimal performance in handling time series or data with sequential
nature (e.g. light curves, gravitational wave).

F E AT U R E E N G I N E E R I N G & S E L E C T I O N
• Feature engineering is practice of using mathematical transformations of

the input data to create new features to be used in building the machine
learning model.

• The appended features can possibly make the algorithm to find

relationship between data and the targets easier than just use raw data.

• Given all the available features, (+those added by the user), should we

use all of them to build the model? This will let the model learn the
mapping from features to the target in more details. This raises the risk
that the model is overfitting the data.

• Feature selection is an algorithm that selects the most predictive subset

of features. This can lead to a simpler (and hence more interpretable)
model.

R E C U R S I V E F E AT U R E E L I M I N AT I O N

(Luo + 2019)

R E C U R S I V E F E AT U R E E L I M I N AT I O N

(Luo + 2019)

M O D E L E V A L U AT I O N
• After fitting the model, the next step is to assess the model performance

before putting it to use.

• We want the model, which is built from the training data, to generalize well

to new data.

• Caution: Never double-dipping the training - Don’t use the data for both

model fitting and evaluation.

• For estimating what error rate will be for the new data, we can employ cross-

validation.

• There are two common methods of cross-validation:

1. Holdout method
2. K-fold cross validation

HOLD-OUT METHOD

K - F O L D C R O S S - V A L I D AT I O N

PERFORMANCE METRICS
• Overall Accuracy
• Confusion Matrix
• Receiver Operating Characteristic (ROC) Curve

E R R O R R AT E & A C C U R A C Y
• Easy to compute
• In evaluating a binary classification model with the test data,

there are four possibilities: True Positive (TP), True Negative
(FN), False Positive (FP), False Negative (FN)

• True Positive Rate: TPR=TP/(TP+FN)
• False Positive Rate: FPR=FP/(FP+TN)
• Accuracy = (TP+TN)/(TP+FN+FP+TN)
• Accuracy can be biased if the samples in different classes are

highly unbalanced

C O N F U S I O N M AT R I X
• Confusion matrix shows the

numbers of predicted values
of each class that are correct
or not.

• A “perfect” model will give a

diagonal matrix.

• Convenient to generalize for

multi-class classification.

ACCURACY TRADE-OFF AND ROC CURVE
• Many classification algorithm

outputs are not 1/0 prediction, but
give the prediction probabilities
(i.e. confidence scores).
• One can adjust the threshold on

the confidence score such that
those above the threshold belong
to class 1 and those below belong
to class 0.
• Each choice of threshold gives a

different confusion matrix.
• By plotting the TPR (i.e. sensitivity)

vs FPR (i.e. 1 - specificity) for the
the threshold from 0 to 1, we
obtain the ROC curve.

AREA UNDER THE CURVE (AUC)

• A “perfect” classifier would have FP=0 and TP=1. Therefore, its ROC curve

would be pushed to upper-left corner.

• This provides another metric for evaluating the model performance: Area Under

the Curve (AUC). The larger the AUC, the better the classification performance.

POPULAR LANGUAGES USED BY
MACHINE LEARNING PRACTITIONERS

BASICS IN R
• Get start @ https://www.r-project.org/
• R can run interactively. Statements converted to machine instructions

they encountered.

• Many libraries with common statistical and machine learning

procedures implemented (including Tensorflow for deep learning).

• Defaults to an interactive mode.
• Convenient for data exploration. A convenient starting point for many

data analysis project.

• Flexible but slow.

BASIC COMMANDS IN R
• > pi* 3^2

#simple arithmetics

• > x <- 1; y <- 2; z <- 3

#assignment statement

• > x <- seq(0,2*pi,length=100) #sequence generation
• > plot(x,sin(x))

#plotting

• > y <- rep(5,100)

#repeating elements

• > z <- c(x,y)

#concatenate data

• > z <- cbind(x,y)

#combine columns into 2-D array

• > dim(z)

#show the dimensions of the array

• > help(sub)

# Get help

VA R I A B L E S
> a = 49
> sqrt(a)
[1] 7

Numeric

> a = "The dog ate my homework”
> sub("dog","cat",a)
[1] "The cat ate my homework“

String

> a = (1+1==3)
>a
[1] FALSE

Logical

R E A D D ATA F R O M A F I L E
• read.table( ), read.cvs( )
To read an entire data frame directly, the external file will normally have a
special form.
The first line of the file can have a name for each variable in the data frame
(set a flag “h=T” if column names exist).
e.g. > SDSS <- read.csv('http://astrostatistics.psu.edu/MSMA/datasets/
SDSS_test.csv', h=T)
> names(SDSS)

#show the names of the columns

D ATA F R A M E
• data.frame( )

A data frame is a table or a two-dimensional array-like structure in which each
column contains values of one variable and each row contains one set of values from
each column.
•

The column names should be non-empty.

•

The data stored in a data frame can be of numeric, factor or character type.

•

Each column should contain same number of data items.

•

e.g. SDSS_test <- data.frame(cbind(a,b,c,d))

> summary(SDSS_test)

#Get the summary of the data frame

> str(SDSS_test)

#Show the structure of data frame

LIBRARIES
• Many libraries with common statistical and machine

learning procedures implemented.

• Useful libraries for this workshop: MASS, class, nnet,

rpart, e1071, randomForest, ROSE

• e.g. > install.package(‘randomForest’) #installation
• library(randomForest)

#call the installed library

S L O A N D I G I TA L S K Y S U R V E Y
• Using 2.5 m telescope at

Apache Point
Observatory (US).
• Multi-spectral imaging

and spectroscopic survey
began in 2000.
• Covers over 35% of the

sky
• Photometric observations

of ~1 billion objects

S D S S C A M E R A S A N D F I LT E R S

Gunn griz System

MAGNITUDE SYSTEM
• If star A is 100 times brighter than star B, then the difference
between the magnitudes of A and B is defined to be 5.
• We arbitrarily choose a reference and define its magnitude as zero. Then, the
magnitude one stars are about 2.51 times dimmer for 2.515=100. Similarly, a
magnitude 5 star is 100 times dimmer. The relation between the flux, f and
magnitude, m is

m = - 5/2 log 10 ( f / f 0)
f 0 is the flux of the reference star.

The brighter the source, the smaller the magnitude.

COLOR INDEX

We see that the hot star is brighter in the B-band than in the V-band of the
spectrum; therefore, its B magnitude is smaller than its V magnitude, and it
has a negative B-V color index. The opposite is true for the cool star.

You need to engineer these features and append to your data.

HANDS-ON ML EXERCISE:
CLASSIFYING SDSS OBJECTS

S H A L L W E P L AY ?

